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What is the DPS?

● Digital Preservation Service (working title)
●  Part of the 5-year Digital Preservation Programme
● Programme goals

○ A central place to store and manage digital assets
○ Improved end to end workflows reducing manual 

steps
○ Migration to the cloud, optimised where possible, 

reducing operational costs
○ Improvements to search, discovery and access 

across collections



DPS Conceptual Model



DPS Overview



Repository: Fedora 6

● standards-based and open-source
● OCFL on s3
● supports versioning and mutable 

head extension
● extremely flexible, supports any 

metadata schema
● stores metadata in OCFL alongside 

binary data
● supports transactions for atomic 

operations
● verifies checksums on submission



DPS Overview



Ingest Workflow (v1): eTheses

● First MVP ‘eTheses’ workflow built in 2023
● Ingests AIP packages from our institutional repository
● Unpacks then stores the content and metadata in our 

Fedora 6 repository
● Copies OCFL data into preservation storage
● Cloud native, serverless, event driven - automatically 

triggered, costs nothing when not running
● Initial backfill ingest of 11832 eTheses (1.2TB) completed 

in Feb 2024
● BAU ingest since Nov 2024
● v2 for additional streams coming soon!...



Ingest Workflow (v1): Content Submission



Ingest Workflow (v1): What does it do?

● Check for duplicate submissions
● Unpack submission package and embedded containers
● Parse any supplied metadata
● Scan for viruses
● Identify file formats
● Verify then store files and metadata in repository (Fedora)
● Uses Fedora transactions to ensure completeness
● Create a version in Fedora/OCFL
● Update workflow database table

Find out more on our blog:



Ingest Workflow (v1): AWS Architecture

Find out more on our blog:



Ingest Workflow (v1): Submission Example

Find out more on our blog:



Ingest Workflow (v2): What’s changed?

● Re-architected first version to support multiple content sources
● Modularised into shared, reusable components:

○ Lambdas
○ Copy to Preservation and Extraction Step Functions (State 

Machines)
○ Executions table
○ Configuration table

● Addition of Apache Tika ‘microservice’ for embedded metadata 
and language extraction

● Support ingest for appraisal and accessioning before preservation
● Removal of Event Store
● Further workflows can now be added with a simple ‘wrapper’



Ingest Workflow (v1)



Ingest Workflow (v2)



Shared Tables

Ingest Executions

Ingest Configuration

Complete Appraisal



Thank you
Any questions?

jag245@cam.ac.uk

digitalpreservation@lib.cam.ac.uk

https://digitalpreservation-blog.lib.cam.ac.uk/

https://digitalpreservation-blog.lib.cam.ac.uk/

